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Abstract:

The graphical processing unit (GPU) is a piece of hardware that was primarily developed to
enhance the realism and performance of computer games. In recent years however the
hardware has been opened up to developers and GPU makers are now actively marketing
the capabilities of the GPU as a generic processor. This project aims to evaluate what the
GPU really has to offer and compare it to a more conventional processing device.
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The following variables may be used in code snippets

u8 Unsigned 8 bit variable Unsigned char/Byte
ulé Unsigned 16 bit variable Unsigned short
u32 Unsigned 32 bit variable Unsigned long/int
u64 Unsigned 64 bivariable Unsigned long long
s8 Signed 8 bit variable char

s16 Signed 16 bit variable short

s32 Signed 32 bit variable int/long

s64 Signed 64 bit variable long long

f32 32 bit floating point value float

f64 64 bit floating point value double

Table of important acronyms

API Application Programming Interface
CPU Central Processing Unit

CUDA Complete Unified Device Architecture
FLOPS Floating Point Operations Per Second
GPGPU General Purpose Graphical Proces$imit
GPU Graphical Processing Unit

IPC Instructions Per Clock

RAM Random Access Memory

SIMD Single Instruction Multiple Data

SIMT Single Instruction Multiple Thread

SSE Stream SIMD Instructions

TPB Threads Per Block

x86 x86 instruction set anbased processors

CUDA terminology

Device The GPU device

Host The computer the GPU is inserted in

Global Memory ¢KS Dt! Qa 2yo2lFNR YSY2NE
Host Memory The RAM inserted in the host system

Page8



Andy Rafter 339512

1 Introduction

There exist many problems in the world today that we attempt to solve using computing power. One
very complex problem is the understanding of protein folding in humans. Scientists at Stanford
Universityare trying to solve this problemvith a project calld Folding@Home. The project works by
allowing people all around the world to contribute their computing power to performing calculations
for this causgStanford University, 2009bThey hope that with enough processing povileey will

be able to understand how proteins folthd more specifically why theyhisfoldand by doing so

help develop cures fanany diseases

Traditionally such a problem would have been solved by machines known as supercomputers.
Companies such as @raSun and IBM, to name a few, are well established producers of
supercomputers. Crayeven goes so far as to advertigeli a St F 4 G¢KS & dzLISND2Y
(Cray, 2009)Due to their nature and scale, supercomputers have ghvheen very expensive

machines as they have thousands of processors.

The Folding@Homeroject has effectively created a distributed supercomputer made up of the

machines of people all around the world. Recently two significant breakthroughs came for the
project. These were the ability to utilise the processor of the Playstation 3 andGatgzhical
Processingy Aida LINB&ASYGd Ay Ylyeée t/Qad ! OO2NRAy3 (2 3
processing platforms provide approximately 95% of the compytimger the project hasith the

GPU providing 68% in totébtanford University, 2009aJhis performance is achieved despite far

f Saa dvtivélyQadntributing to the projectThe entire project hasover 8.5 Petaflops of

computing power at time of writing

The performancétanford have achieved from th&PU inpires the work in this project and fiioses
the question, what else can the GPU accelerate?

1.1 Project Motivation and Background

With the use of the GPU in mind it wasaessary to find a problem to solve. As the author has a
specific interest in computer security a problem from this area was preferable. An application in this
area that benefits from faster computing is password recovery.

In order toevaluate whether tike GPU is able taid the accelerationof password recoveryit is
necessary to have another platforfnom whichto form a comparisonlt was decided that the
comparableplatform should bethe CPU present in computer systemsisice these are the most
widely used processorsin order to perform thee comparisons there must be something
guantifiable to perform the comparisons witkVith regards topassword recovery this is the rate at
which passwords are generated.

1.2 Project Topic

For the project to compare andontrast the performance of the CPU and GPU architecture, an
application or algorithm that both architectures caexecute must be developed.For the
comparisons to haverider meaning thealgorithm should be somethintpat is widely used

The MD5 algorithnis an extensively used hash function, available in many languages. It isnbtailt

the PHPprogramming languagéPHP.net, 2009nd further used by many web developers to store
passwordsChoosing the MD5 algorithm enablesasurement of the rate that each architecture
performs MD5 hashingThe concept of generating lots of MD5 hashes is one that is shared with
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password recoverythus the projects development has a wider useyond the comparison of
resultsbetween thetwo architectures.

If possible the project would like tprovide faster password recovery thather existing solutions

The means to achieving thisthe GraphicalProcessindJnit. Research must beompletedon CUDA,

a GPUdevelopment languagel Y R D to'!'b&tdr understand the architectureThe project

therefore has two obviousinitial focuses. One half of the project @entres aroundresearching

Dt ! Qa &4 DSYSNI}f tdz2N1LJ2aS LINRPOS&aaz2NB YR GKS AYL
them. The second half of the project involvesgagingthat knowledgeand producing an MD5

algorithm for the GPU architectur&o draw comparisons witcurrent CPU architectures algorithms

must also be producefbr the CPU.

1.3 Project Aims and Objectives

The overallfocus of this project is tocompare and contrast the performance of CPU and GPU
architectures Aims have been set out below to break tfasus into more manageable components

1.3.1 Project Aims
Theprojectaimsare as follows

1. Develop an algorithm or algorithmthat recover passwords from MD5 ciphers using
Graphical Processing Units

2. 9@ ftdzZ GS LISNF2NXI yOS 2 Fusiytdévadopd algefithr®s2 Y LI NRA a2y |
3. Broaden knowledge in@ew area of computing
4. Implement a user interface to enable research findings to be released ussilae user

friendly product

These aims provide a large amount of warkd it is expected that thegynay not all be achievedn
full. They must be defined to set the context of the project and the development processes that take
place

1.3.2 Project Objectives

Objectives are similar to milestonem that must be met in order for the project to succeetb
complet the full artefact severalobjectivesmust be assigned to provide a clear view of progress.
The completion of thesebjectivesis vital if the final product is to be 100% successfbkprimary
objectives are as follows

1. Research CUDA programming teicjues required to maximize efficiency of GPU code

2.t NERdzOUGA2Y 2F t+y STFAOASY( ab5 pafdirdodpaédnaf KY F 2 N
the performance othe two architectures

3. Use of developed algorithms for testing and resulfathering on the CPlnd GPU
architectures

4. Comparisonand evaluationof performance results between the GPU and the CPU
architectures

5. Design and implementation of an easy to use GUI enabling the algorithms to be used for
password recovery

6. Full implementation of necessary algorithms into user interfad@monstrating the
significance of the developed algorithms

7. Completion of final report documenting entire project

Page
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1.4 Project Scale

The project coversa wide amount ofmodern technologies. To achie the objectives a lot of
research will have to be performed in the GPU area. As this is a fairly new topic the abundance of
resources available to more established pieces of hardware and programming languages may be
lacking. Bsearch will alsthave to nclude enhanced instruction sets on CPUs to generate an
algorithm that fully utilises their potential. This step could be skipgenlyeverit would raise the
guestions as to how meaningful any comparisons between the two architectures are when one
architedure is optimised and the other is not.

If time permits research will be implemented into a simple Graphical User Interface that provides
users the ability to recover passwords from ciphé&ree application will also be able generate
benchmarkdata comparing different algorithms developed throughout the projelft.the user
interface is implemented the @&UI library will be used.

1.5 Project Constraints

When comparing performance between architectuneleally multiple hardware configurations

would beavailable. Due to cost constraints it is not possible to test on every single architecture thus
work will be limited to what is available. It is also known that there are multiple manufacturers of
GPGPU technology. Due to time and cost it is not podgsildlevelop for them allThe samepplies

to CPU manufacturers also

The developed artefact will only be able to accelerate MD5 recovery if an Nvidia card that supports
CUDA and has the correct drivers is installed in a users syBtethel dzii Kkddw®dge, his
constraint makes it practically impossible to develop the artefact on most University computers.

1.6 Project Deliverables

On completion the project should produce:

MD5 algorithms using CUDA and Streaming SIMD Extensions (SSE)
Performance compariss between GPUs and CPUs

APassword recovery applicatidor MD5 hashes

Final report documenting entire development process and findings

PN PE

1.7 Project Audience

This project may be of interest to anyone developing GPGPU applicdfiang.breakthroughs are
dismveredpeople interestedn cryptanalysis of the MD5 hash functioray find this project
interesting The project is intended asproof of concept.

1.8 Assumptions

The project assumes that most casepasswords are shorter than sixteen characters in leagith

that passwords beyond this length are unlikely to be recovered anylayg.will be taken into

account when developing the algorithms and hence, the wider context of the development has an
effect on developmenbof the specific algorithms'he projectalso assumes that any reader is willing
to do a little research into a new area of technol@yd understand computing architecturenmore
depth.

Page
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1.9 Potential Applications

It is possible that theartefact development could continue and support other ciphagorithms
providing password recovery for many pieces of sofew#rat store passwords with algorithms
other thanMD5.

1.10 Report Structure

Chapter2 ¢Research An introduction to GPU technologies and htiwey arrived at their current
state. Also a look intaCPU processor extensions and other projects using GPUs for performance
acceleration

Chapter 3¢ Methodology: A brief evaluation of software development models and the proposed
methodology for approaching the project.

Chapter4 ¢ Requirements Analysinghe requirements of the system in more detail

Chapter5 ¢ Prototyping: The prototyping stages that were undertaken and the entire development
of the project

Chapter6 ¢ Evaluation Reflection on the project process and insight into performance results

Chapter7 ¢ CPU and GPU results discussiéurther discussion on the results discovered in testing
and analysis of the CPU and GPU architectures

Chapte 8 ¢ ConclusionReflection on the project and evaluation against objectives set in section 1.3

Page
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2 Research

This chapter will take a brief look at some history of the microprocessor, identifying key and relevant
innovation milestoneswhy they are significant and what effect past trends may have on the future
Concepts more relevant to this project will beoked at in more detail, including SIMD (Single
Instruction Multiple Data) architecturesuch as MMXas these technologies are designed to offer
performance to mathematical calculationdlore recent GPU architecturewill be looked at,
including how recenchanges have affected their programmabilipnd why they are becoming
popular to use devices.

hdKSNJ LINP2SOGa GKIG KIFE@S dziAfAaSR Dt! Qa gAftf o0S
KIakKSas aLISOATAONT & wherd &if ke dedbdef/ l8ok & tfutu@ 3GPGPR R2 2
technologies, as now there is a market demand companies are more willing to invest in GPGPU, and

why this is relevant to the projectTo conclude the chapter will look @he MD5 algorithm,

explaining how it works and how i$ used to store passwords a secure mannefThis research

shouldK St L] 6§ KS RS@St2LIYSyYyid 2F (GKS LINRP2SO03X &aLISOATAC

2.1 Overview of Computer Architecture

TheF ANRG YAONRBLINROS&a2NRE oSN & .ynBwad G of the/firsti KS |
companies to produce eicroprocessor with their model, thd004. Ths would become thdirst
commercially available microprocessdne of thenext major event in the industry was the

invention of the x86 architeture, an architecture widely used todayarked with the release of the

8086 processolThe slightly upgraded version, the 8083the processor used in the original IBM PC

(IBM, 1981) Both processors featured the abilitg be connected to a systemiongside a second

addon processor called th8087. The 8087 was a math-poocessor thatincreasedperformance

when doing floating point calculation@Vikipedia, Intel 8087, 2009As not everyoneneeded

hardware floating point capabilities this processor was optipkeéping the size antherefore the

cost of the main processolswer.

Thisco-processottrend continued with all new models with x86 denoting the CPU and x87 denoting

the FPU add anThe 486DX processor marked the end of the x8@roocessorandfrom then on the

co-processor was integrated into the same @@hip)asthemainCPR | OO2NRAY 3 (2 LyaGasS
processor was thérst to offer a builtin math coprocessdr(Iintel, 2009cp ¢ K I { -LANPYGSS 20502NE
still exi¢s today in every x86 CPU andused for all scalar floating point calculatiorihere are

however no officidy identified CPU cd JNR OSa a2 NB | yY@Y2NB® ¢2RIF& /t! Q2
instructionsthat perform specific calculations faster or allow a calculation to be performed on an

array of values as fast as a single vgiemsection2.3, Single Instruction Multiple Dat&(MD).

In 1997 the first of such instructioextensionswasreleased for the Intel Pentium and branded as
MMX (Intel, 2009¢c)! a5 Ly GdSft Q& Y A ylso@ulowedSni10IBAMII alds@nilaR I (1 S
extension named c3DNowh e (AMD, 2000) Both were aimedat improving performancefor
multimedia AMD specifics} targeting 3D applicationsith their naming MMX and 3DNoWw have

both been superseded bgtreaming SIMD Extensions (SSBg goal of the extensions is to deliver
additional performance without too much overhead or radically changing the processdrisTtua

say that the extensions must not take up too much silicon space and they must not require the
change of architecture of the processdssentially theygive good improvements whilst allowing
newer processors to run faster than olderocessors whdl still maintaining backward compatibility

with old software These restrictionglo however mean there is a limit to how muclextra
performancethey candeliver.
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This is where the idea of a-gocessingunit becomes attractive agailWith thisideainm y R ¢ S Qf €
turn attention to the graphical processing unit (GPU)

2.2 The Graphical Processing Unit

The Graphical Processing Unit has a similar story to the TiRJmodern GPU as & commonly
known started in around 996 when a small company called 3dfx redefindd gaming(Wikipedia,
3dfx, 2009) Their aden board acceleratorachievedperformance far beyond anythingf its
competitors (Pabst, 1998)It was esentially a ceprocessor as it could not operate without a
standard 2D GP.Eventually this kind of performance was available in a single chip veeafle
of 2D and 3D renderingoday we are left wh the product of this evolution similar to how the %8
was integrated into the x86.

It is important to distinguish the differenséetween a CPU and a GRUA NBR (i f @ Dt@jotQda RSRA
more of their transistors to arithmetic units giving them a lot manathematical performanceThe
calculationspeed of thér arithmetic units is not necessarily faster, however they have a lot more of

them working in paralle(Nvidia, 2008ap { SO2y Rf & Dt ! Qa KI @S YdzOK KA 3
than ! Qa® ! (& LIJA Ok1D0 GBfs jn meéniyt bandwidth @diap2009civhereas a

desktop DDR2 RAM is commonly in the range-028&B/®» ¢ KA NRf & Dt ! Qa Ol yy2i
operating system, thus they could still be classified@processors

Despite lacking théunctionality of the CPUhe GPU has radically changed receatigas a results

a much more flexible deviceLy h O 26 SNJ nnnc GKS yynn aSNASaE 27
They featured a radicallgiffering design, implementing something known asunified shaders
(processors)Thiswasdifferent to the previousapproach where each stage of the rendering process

had its ownshaderprocessing ung By unifying theshader processorthe GRJ becamea more

general purpose device. Instead of multiple siadised processors, single generic ones were used

with wider functionality. A significant gain to unification was that workkaduld be balanced and

all processors could be utilised as much as possible. In contrast the old model meant that if one set

of shader processors were fully utilised and another set idle, the fully utilised shader processors

could not use the idle processing powe&his idllustratedin Figure2.1 and Figure2.2.

Why unify?

Vertex Shader

Pixel Shader
Idle hardware

‘ Heavy Geometry
Workioad Perf = 4

ertex Shader
Idle hardware

Pixel Shader

Heavy Pixel
Workload Perf=8

Figure2.1: Classic GPU architectu(Blvidia, 2006)
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Why unify?

Unified Shader

Vertex Workload

Heavy Geometry
Workload Perf =12

Unified Shader
Pixel Workload

Heavy Pixel
Workload Perf = 12

Figure2.2: Unified shader architecturéNvidia, 2006)

This redesign paid off with substantial performance increagas/er 100% in some casdsmowever

it is important to notethat the flagship model the 8800 GTXhad approximately 2.5x as many
transistors as the previous flagship modbke 7900GTXaking up approximately 2.5x as much space
too (Techarp, 2006(Wasson, 2006)Taking this into account, it clalibe argued that the new chips
were not as efficient as old chips at the primary task they were designed for and that an older
architecture withequal amounts otransistorscould possibly outperform the newer architecture
New architectures often bring ame than speed, with improvements in image quality guibmmon

' YR 0SSOI dz&tretdidifficélttoddo abjéctivecomparisonswith respect to the efficiency

of a new design

One new feature the 8000 series broudigsides performanceras CUDAan acronym forComplete

Unified Device ArchitectureOlder architectures did not feature CUDA ardstis what makes this

series of GPWo significant The 8800 series marked the birth of the CUDA architeduackit was

partly the unified shader design #t enabled the GPU to become a general purpose processing

device. CUDAmeant that the GPU was no longer just limited to rendering gamed being

programmed througtd NI LKA Oa !t L Qa & dzOKredl grograminiiiiB @riguagelngWR  h LJS
existedfor the GPUgnablingprogrammers to write codén a similar syntax to the C programming
language It could now accelerate physics in games where supportididia, 2009d)and through

opening up the device to developemary thousands of other tasks.

With the GPU nowa more general purposedevice its processingpower could be delivered to
programmers.As mentioned earlierreason the GPU can offer so much more power than a
traditional CPU is because it devotes maransistors to processingt is however important for
potentialusersi 2 NBFfAasS (GKFG Dt! Qad | NBX LI NI tFig8e23 LINR OS &
illustrates the concept behind GPU desidm.contrast,Figure2.4 shows an actual die of an AMD

Barcelona Quad Core Procesgidanter, 2007)Analysis of the AMD processmvealsthat a lot of

die space is dedicated to unitsathdo not directly give performance such as cache, and instruction
decoding. The 128it FPU highlightedt the top left of the imagdakes up approximately 3% of

total die space(measured) Each core has &28bit FPUthus the total amount of die space

dedicated to fast pocessing is approximately 12%.
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To conclude, the GPU is exceptional at doing a lot number based tasks at once.

doing everything.

ALU

ALU

ALU

CPU

Figure2.3: The GPU devotes more ape to arithmetic(Nvidia, 2008a)

339512

ThaveRigdat

= PLL
Figure2.4: AMD K10 (Barcelona) electron micrograph die skiganter, 2007)

— HT-PHY, link 4| sjow 110 l
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2.3 Single Instruction Multiple Data ( SIMD)

ly SyKIFIyOSYSyid GKFEG 620K [/t ! Q3IMD i RhorDfor!Sidgle 6 Sy S 3
Instruction Multiple Data.Rather than working on one piece of data at any given time, SIMD works

on multiple pieces of dataFigure 2.5 illustrates a 128 bit SIMD variable and how in SIMD
environment he variable can be seen as many differéyppes of variable Providing the SIMD
implementation supports it the engine can tlwo complex double floating point calculations or four

single precision float calculations in the same time. The same applidstte anteger types listed

too, so it is possible to add two very long-6id numbers or 16 tiny bytes all in the same amooht

time.

(2 (o (o ()

T T W ey
B S )

Figure2.5: A 128 bit variable and the many ways it can be manipulated with SIMD functigtesgog, 2007)

The programming approach is different to accommodate for the way that SIMD wWaoksally if
given two vectorgarray of numbersandinstructedto add them, a programmer would iterate each
vector adding the corresponding indexes and storing them in @l théctor as demonstrated in
Figure2.6. This style oprogrammings known as scalgrogramming Vector programming is shown

in Figure2.7. Instead of iterating a single function performs the entire task of adding the two
vectors While both examples achieve the same result the vectored example reqidvesr
instructions does no require the loopand therefore will execute quicker. For such a small
calculation the difference in calculation tin® negligibleéo a human however for large datasets or
real time execution SSE provides noticeable speedups

int vector_one[4] = { 10000, 20000, 30000, 40000 };
int vector_two[4] = { 200, 300, 500, 800 };
int vector_three[4];

for(inti=0;i<4;i++){
vector_three[i] = vector_one[i] + vector_twoli;

int vector_one[4] = { 10000, 20000, 30000, 40000 };
int vector_two[4] = { 200, 300, 500, 800 };
int vector_three[4];

vector_three = SIMD_ADD _4x32 (vector_one, vector_two );

Figure2.7: SIMD addition of two vectors
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128 bits
64 bits 64 bits
32 bits 32 bits 32 bits 32 bits
vecl 10000 20000 30000 40000
vec2 200 300 500 800
vecl + vec?2 10200 20300 30500 40800
vecl x vec?2 2000000 6000000 15000000 32000000

Table2.1: 128 bitSIMD vector and multiplication results

2.4 GPUArchitecture in More Depth

The GPU is an expansion card that slots into the main systerdsxpreks slot. It operates as a
completely independent device with its own processing cores and memory. It is controlled via a
device driver which provides functionality to programmers thriowgn API, whether that is CUDA,
DirectX or any other supported API. All communication to the device is made across BB

This is what provides the connectivity of the GPU device to the rest of the system.

The PCE bus is the bottleneck in therchitecture with even the fastest most expensive
motherboards with x32 P@ 2.0 slots only providing a maximum 16 Gigabyte/s of usable

throughput. This is far less than the on board memory bandwidt§ &Sy G KS t Sl aid SELIS
(Nvidia, 2009eand even further below the speed of onboard cacbee to thisCUDA programming
guide encourags minimal use of the PElbugNvidia, 2008a)
The physical GPU is comprised of many smaller Arithmetigic Units which perform the
Ot OdzA FiAz2yas GKdza Dt! Qa FNB y2d SEGNBYSte Flad
AY dzyAGeéoe LG A& AYLRNIFYyG G2 dGF1S GKAa Aydaz |00
are parallel processs. These smaller processing units are arranged multiprocessors thus a GPU
YIe KFEGS wmMH YdzZ GALINROS&Za2NE SIFOK KF@GAy3d y LINRO
processors.
RAM .
R
m_m | ——
JLONtraren

Figure2.8: Basicsystem architecture

Figure2.8 shows a simplistic overview of the system architecture. The left side of the diagram

shows the GPU and its subcompotiea ® CNRBY y2¢ 2y (G(KAa YI& 06S NBTFES
right side shows the CPU, System DRAMBRIRAMMemory Controllerwhichmay be referred to as

0 KS aHe kost and device communicate with each other through theEP@is in the middle.

As nore devices are added to the system the resources of theOPCL dzid | NB &Kl NSR® !

relatively inexpensive devices it is quite feasible to have up to 4 in a single gysigiing there
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are enough PEX slots to support thisFigure2.9 illustratesY dzf G A L S Dt ! Qa 02y y SOl

single bus and single CPU. While the potential GPU power has increased fourfold, the rest of the
system stillhas the same resources. If the software design already fully utilises the BQd
bandwidth for one GPU, the system will not be able to capitalise on the extra power provided by
three extra GPUSs. It is therefore critical to performance that the systesnalsafew bus transfers as
possible.

Figure2.9: More devices have to share the same bus

2.4.1 Memory hierarchy

The GPU has a different memory hierarchy to a conventional TGRille2.2 lists the four main types

of memory a programmer can access on a GPU. Each type of memory is directly accessible by the
programmer.The speed of the memory and typical size is also shdis.table was built from
specifications in the CUDA programming guideidia, 2008a)

Global Slower memory, larger. Amount varies from card to card.  Slow Large(256-
Typically ranges from 512024Mb on moderrardware 1024MB)
Constant Fast memory, cached, limited in size 64Kb Fast Small (64KB)
Shared  Per thread block storage. As fast as registers. Only 16384K Fast  Small (16KB)
Registes Fastest storage. 8192 3#t registers (32768KB) up to CUDA Fast  Small (32
compute 1.2. 64KB
Table2.2: Types of memory for a GPU and respective attributes

Figure2.10 illustratesthe memoryand processotayout of CUDA devices. Device memory is shared
between all multiprocessors and each multiprocessor can access all of the device memory space.
Shared meory is private to each multiprocessor such that only processors within that
multiprocessor can access it. The same applies to the constant and texture ctdwss are not
directly accessed by a programmer. The programmer instead accesses constant nvemuiry
appears to be stored in global memory. For performance reasons the constant memory is cached on
each processor. If this is true then frequent changing of the constant memory space will require the
cache to update itself by accessing device memoeyfoPmance will be lost if this is the case so
constant memory should benodified as little apossible if it is to enhance performance.
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Figure2.10: CUDA device layout and memory hierarcfiyvidia, 2008a)

The instruction unit issues instructions to each processor. For maximum performance each
processor should be executing the same instruction. If the code has conditional statements such as if
statements different processors will have to execute different paths. As the instruction unit only
issues a single instruction at a tigngrocessors requiring different code paths due to conditional
statements will sit idl€Volkov & Demral, 2008)

To summarisgeach GPUdevice features a set of multiprocessors andingle block oflobal device
memory. The amount varies between caragth more powerful cards havinrger amountsof
each.

Each multiprocessor has:
1 Multiple processorE a2 Y
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A block of shared memomplely accessible by itse@irrently 16384KB for CUDA devices
A cached version of constant memofyurrently 64KB for CUDA devices

A cached version of texture memory

Accessa global device memoryaries between cards

= =4 =4 =N

Each processor within a multiprocessor has access to registers. The data in the registers is exclusive

G2 GKIFG LINPOSaaz2NE (Kdza LINRPOSaazNIwm OlFyyz2i | O0S3

Table2.3 compares various different CPUs and GRIdting their GFLOPS ratings and the relation to
peak GFLOPS the core clock and amount of processors his.table was built up using
manufacurer listed specificationand architecture paperdt was not possible to eermine how to
calculate thepeak performanc& ¥ (G KS .! ¢L Dt | Qa

Nvidia 8600 GT 540 1180 32 113

Nvidia 8800 GT 600 1500 112 504

Nvidia 8800 GTX 575 1350 128" 518

Nvidia GTX 285 648 1476 240" 1063

ATI 3870 900 - 320

ATI 4850 625 - 800

ATI 4870 750 - 800

Intel Pentium 4 EE 3733 - 2 14.9
965

Intel Core 2 E6400 2136 - 2 17.1%

Intel Core 2 EZ00 2800 - 2 22.4

Intel Core 2 E6600 2400 - 2 19.2

Intel Core 2 Q6600 2400 - 4 38.4

Intel Core 2 Q9650 3000 - 4 48.¢¢

Intel Core i7 920 2667 - 4 42.7

Intel Core i7 965 3200 - 4 51.2

XBOX 360

PS3 (Cell) IBM Cell - - 7 204.8

Table2.3: Comparison of peak throughput for various devices

! This is the amount of shader processors on the device and does not include other processors on the device

b GARALF Dt! Qa | NB Rdzf AaadzsS +FOKASGAY3I ME a![! 55 b ™
Shader Clock x Processors(X8idia, 2008b)

% The Pentium 4 is dual issue, performing two operations per clock pgcleore. GFLOPS is therefore equal to

Core Clock x Processors firzel, 2001)

* The Core 2 and i7 architectures arésdue, performing four operations per clock cycle per core. GFLOPS =

Core Clock x Processors x 4

Page

21



Andy Rafter 339512

2.5 CUDAREelated Projects

Browsing the Nvidia website will reveal quite a range of existing projects that utilise Glylis
boasts some extremely high performance increasa®mpared to traditional CPUshen using CUDA
in combination withits GPWQ &@\&r 1000timesin somesituations (Nvidia, 2009h)Thefiguresthey
claimare based omesearchperformedby other people in most casds.is important to look beyond
the marketingfiguresand asses how these numbers were achieaad whether they are awrate.
Increasesin performancethis large raise questions about the testing methodologies and the
optimisations of implementations for each architectureand what they were actuallymaking
comparisons toThe CUDA zoneebsite has many of these projectsithr source code, and initial
investigations show that the comparisons are often flaweshd performance increases are
exaggerated by comparing old hardware to neMongside lack of optimisatiofor the non GPU
processor With such practices it is not a surprise thhey claimGPU using CUDA ase much
faster. One of the objectives of this project isdnsure comparisons between arahitures are as
fair as possible thus evaluating the true performance increase the GRfisb

A project suspected of bad testing methodologisdound throughNvidiaQa 6SoaA i S o
website claimsa 50 times performanceincreasewhen performingMonte CarloLIBOR calculations
used in financ€Giles & Xioke, 2008)Analysis othe report only shows 12@00x speed upand the
author Mike Giles says that the speedup was over tihi@s on his websitgGiles, 2008b)Analysis
of the CPUcodewritten in G shows that theCPU was not optimised in any w@iles, 2008a)The
actual hardware used is not clearly statdabwever the report(Giles & Xiaoke, 2008}ates that a
Pentium 4 with Hyper Threading wased To summarise there is no evidence of mulire
optimisation or SSE programming for the CPU.

The methodologyof testing isquestionable Time was taken to optimise the GPW@rchitecture;
however no effortwasmade to optimise the CPU architecturdl 8PUcode is scalarwith no SSE
instruction usage and there is no evidence of mifiteading. If the GPU code was treatedthe
same manner, running a single thread on a single diee,GPU performance would probably be

slower than the CPLAIl thisresearch can tell us is that a GPU is faster than a very slow out of date

CPU running woptimised code.

¢t KS

An algorithm optimised to take full advantage of modern m@2 N5 / t | Q& hrnfodernrNHzy y A y =

CPUcould quite possiblperform 1020 timesfasterthan a single core scalar equivaleBistimation

is based on the assumption that a Core 2 based processor performs approximately 50% faster than a

Pentium 4due to major architectural improvaents, SSE can process 4 elements at once, and that
there are aminimum of two cores to utilise.

Research has already been performed on specific SSE instructions for CPUs and the speedup they

offer. A project providing SSE optimised implementations of sin, cos and tan functions shows that

they offer around a fivefold increase in performance when camg to implementations using
legacy x87 FPU instructiofBommier, 2008)By utilising SSE it should be possible to see how the
CPU performs in comparison to the GPU when it is performing at its best.

Another such exampl@roject compares a single core Pentiumrdnning at 3.4GHz with Hyper
Threadingo anNvidia8800GT(Alerstam, Svensson, & Andersgengels, 2008)t is no surprise that
they fourd results that were up to 1000 timdaster usinghe GPU. The use of such a w&iRU that
isseveral generations old makes ogeestion of the quality of their code and algorithms on the CPU
architecture.While 1000 timesh & & GAff | KdzaS 3IIF L) G2 Of 2483
instructionsand running ralti-threaded couldonce agairprovide al0-20 times speedup over the
Pentium 4 used. This would still transldtethe GPU being 5000 timesfaster. A further look at
their paper reveals that the GPU was only performing sipgéeision calolations (32-bit) whereas

Page

22

O dzN.



Andy Rafter 339512

the CPU was performing doubpeecision(64-bit). On current CPU architectures ttane would
double the computation time and it is assumed that it would do at least that on the Pentium 4
architecture With all the above taken into account, if the simulations wergue with a modern
dual orquad coreCPUthe difference wold most likely be in the 12:85 timesrange. Thiseems

far morereasonableand ismore consistent with GFLOPS ratings of deviisted inTable2.3

It is difficult to find papers that use modern processors and disclose utilising SSE instructions and
multi-threading on the CPU. The mostdapth found usesa quad coremade byAMD. They are not

the fastest processors on the market and the particular model may have a bug patch that causes
significant performance loss. The use of a faster processor is a step in the right direction though.
Once agai the author only demonstrated scalar code with not a mention of any CPU threading or
SSE instruction@aliliMarandi & Dinavahi, n.d)

There is no doubt that the GPU is faster at all the tasks performéttipapers mentimed above.
The question that remains unanswered is how much faster thiy when compared ta fully
utilised modern CPU?7The authors of the papers may not have realised the epéndormancethat
GKS /t)! Qa KIR G2 2FFSN®

More relevant to the projectopic of MD5 recoverythere are two documented alternativesilising

Dt }. acommercial password recovery application is writtenHgomsoft (Elcomsoft, 2009b)

Their program recovers many different types of passwomtsduding MD5. This piece of software is
expensivewith a price tag of £1,39%r a single user licencé.uckilythey offer a free to download

FLILX AOFGA2Y GKIG 2dzad LISNF2NXaA a EpomdBieod)SNE Ol
Comparisons of performance to their commercial program suggest that both share the same
codebasdor MD5 recoveryDue to their website being updated, it is no longer possible to see their
advertised performancesing older graphics hardwafer the commercial software.

Password Recovery Speed
W TeslaS1070 mGTX295 = Core2 Q6600 ™ Core2E4500

| |

W_ 2000
I 920

mDs S0

|32

]
NTLM 1330

250
M 555
15

a 1000 2000 3000
Millions passwords persecond

Figure2.11: Elcomsoft password recovery ragéElcomsoft, 2009b)
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Nvidia claim€Elcomsof@ passwordecovery rurs 50 timesfasteron a GPUhan on aconventional
CPU(Nvidia, 2009h)Based on advertised performanahown inFigure2.11, this figureappeas to
be based on the comparisoof a mainstream dual core CRtt could be bought for around £300
(Core2 E4500)p a systen costing over £6,000 with a total of fowop of the rangeGPUgTesla
S1070)(kikatek, 2009)While the claim is correct, the comparison is apple®tangesand is the
equivalent of comparing a £120,000 system to the GPU powered rethéts boasting abouhow
fast the £120,000 system.is

t SNF2NXYIyOS FAIdzNB & T2 NJ GifFig@dR.G2AWitH thd singlekGPU 8TXO 1 S NE
280 vyieldingslightly over half the performance of the Dual GPU GTX 295 it is almost certain that
Lighting Hash Cracker rurieetsame MD5 algorithm as Elcom&®ftommercial recovery package

Lightning Hash Cracker Benchmarks

9E00GN2 608
GTX 280
9800 GTX
BBO0 GTX
BEODGT

8600 GTS

H 200 400 &00 800

Millions passwords per second

Figure2.12: Lightning Hash Cracker MD5 recovery ré#comsoft, 2009a)

As therecovery site is a commercial applicatiomo sairce code is available. Mariark has
LISNF2NY¥YSR a42YS NBaSI NOK 2y dfdukio/ ZDO8JHis reSulis aie 2ar 3 Sy S N,
At 26SNJ 0KIy 9f 02 Y &He Fas madbisssoticE cBdaRiyesuitsiphbicly available

and also provided some testing resultShis piece of work should prove valuable reference
throughout the project.

A piece of research worth a mention wasnductedutilising the Plagation 3 to generate M3
hashes(Breese, 200 . NBS&S NBLRNIA GKFG GKS {t!Qa 2y (KS
hashes per second. This does seem unlikely, especially when considering the performance of the PS3
listed inTable2.3. If the PS3 produces 2 billion MD5 hashes with 200 billion operations per second of
processingpower it is performing an MDBalculationwith only 1® operations. In realityhis is

impossible as the MD&lgorithm has far more operations than this.

By evaluating GPGPU performance fairly, a better understanding of the performance improvements
GPUs offer can be gatherg@dPU performance is increased significantly by Fused Multiply Add (FMA)
instructions, whereby addition and multiplication is performed in half the time as would normally be
expected. If the GPU is going to claim to be a general purpose device then ital@aeem objective

to base all its performance comparisons on tests where it gains a lot of performance due to a single
instruction. The MD5 algorithm does not use Fused Multiply Add instructiDespite thisjt should

*TheGTX pp A& (62 D¢-HynQa (G23SGKSNI 2y | &Ay3afS 62F NRO
to heat hence the performance increase from GTX280 to GTX295 is not 100%
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not mean people do not use thisxtra performance. A tool is a tool and the right tool is what
matters.

2.6 The Future

/| dZNNByidte 2yfe 1 ¢L oy2¢ ! abl KR OXNIRAQA Yill{NH L3
(iSuppli, 2009)are planningto release thai own GPU in 201(0ntel, 2009a) Codenamed.arrabee it

has a slightly differenapproach than current solutions as fitins on the x86 ristruction Set

Architecture (ISA)The decision to use x86 has not been without criticiziith Nvidia stating that

Larrabeeis "like a GPU from 2006(GrahamSmith, 2009) As Larrabee is competing directly with
bZARAIFI Q& LINRPRdAzOGazx 2yS 62dzZ R y 2 (iPesSirhidrdS@yibe dug SY (2
to lack of thorough understandingf exactly whatntel are doing and simply thinking it is an array

2F 3t dzSR G23SHGKSNJ/t! Qao

Larrabee features slow scalar-arder x86 cores with SIMD units that do tirgensive numerical
processing.By contrast desktog t ! Qa -dfrfer éxdeition coreghat dedicate a lot of
transistorsthat ensurethe processor is always kepis busy as possibld y R Of 2 01 0& Of Sa
wasted. The reason to use x86 unknown, but it does mean that it is compatible with all x86

libraries and that darge amountof code will already run obarrabee. Intel haslsostated that it

will be able to boot an operating systehe SIMD units are the important part of Larrabee with

regard to raw performanceRenamed to Advanced Vector Extems (AVX), they are based on the

SSE SIMD units ats in standard Intel processorhpwever they heavily modified(Seiler, et al.,

2008)

Table2.4 draws comparisons between Larrabee and current Core 2 Desktop processors. Larrabee
configurations are speculative however a 16 core processor at 1.5 GHz would see extremely likely.

The calculation ofigaflopds not straight forward for Larteee.Intel have confirmed that ivill have

the ability to performfusedmultiply add in a singlecyglg KSNB | & adF yRFENR ,/t ! Qa ¢
effectively doubling the peak throughput of Larrab&éhe fused multiply add performance figures

are listed inbrackes. If Larrabee is pipelined like curreblvidia GPUsand can performfused

multiply add and an additional adibn or multiply in a singlelock cycle the peak performance

figures will be triple the firsgigaflopsfigure. It is extremely unlikelyhat Larrabee would feature all

of these performance entmeing features in a single chip especially considering this is a first attempt.

This means that single chipGPUcapable of 3reraflopss unlikely till at leas010

Larrabee 1624 512 bit 16 1525GHz 384960 (7681920)
DesktopCore 2CPU 2-4 128 bit 4 2-3 GHz 16-48
Table2.4: Comparison of Larrabee to current CPUs

An importantfactor to consider about Larrabes whether its AVX implementation has the same
performance constraints as S3&t doeswhich is very likelydouble precision calculations will only

take twice as long as single precision. In confrastrent Nvidi@ latest @ | Qa KI @S | &af 2 6 R
12 timeswhen performing double precision calculatiofié¢vidia, 2008bjas theycontainless double

precision processordVhile this will have no impact in the gaming woddientific, engineeng and

financial industriesnake great use of doublgrecision floating point values.

® Instructions per clock cycle
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2.7 Introduction to MD5 Recovery

The MD5 function is 12Bit a one way compression function. This means that the output cannot be
reversed and the input discovered. Duethis the only way to recover passwords stored in an MD5
format is to bruteforce generate inputs that could possibly be the password, hash them with the
MDS5 function, then compare them to the hash that is trying to be recoveféis process can be
exhausive, however they are ways of lowering the time it takes. Often a dictionary file will be used,
containing a very long list of words. This is done as users quite commonly use words for their
passwords. If the password is not found from the dictionary tile® common approach is to
generate every single possible combinationpaissword. This process takes a long time even for
short passwords thus the quicker it can be done the quicker the password can be recovered.
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3 Methodology

When approaching a projedtis important to consider a methodology. A methodology encompasses
all the methods, approaches and techniques that are going to be tselbvelop the project A
methodology keeps a project running smoothly an enables the project team to identify any
problems sooner rather than laterThere are many models that are used as approaches to
developing softwargWikipedia, Software Development Methodology, 2009pdels help identify

the different stages of a software developmdifiecycle

3.1 Waterfall

The waterfall model was first described in 1970 by Winston W. Royce in a paper about managing
large software development projectdrovce, 1970) Although he did not name it the waterfall
model Royce used #@s an example of a flawed development model. The irony is that the waterfall
model is very widely used even to this day. The model consists of stages which are completed before
continuing to the next stagehereby they floncascading dowitike a waterfall

3.1.1 Advantages

Due to its simplicityand static nature theadvantagesf the waterfall are not necessarily useful to
software developmentPotentialadvantages are listed below:

1 Each stage is completed fully and sequentially makirgpgierto identify the boundaries
between each stage. In turn this makes progress trackimgler

1 Large emphasis on getting the requirements and design right due to the inability to
backtrack may reduce unexpected errors on testing.

1 Quicker development times when requiremerte very well known

3.1.2 Disadvantages

The following areonsidereddisadvantages of the waterfall model

1 Once a stage is complete there is no way back to the previous stage. Requirements are
subject to change all the time even during development. There nm@ayolistacles that
require previous stages to be reviewed and re assessed.

1 There is a lack of communication between each stage as each stage only gets the
information that has flowed from the stage before it

The huge problem with the waterfall model is thhere no communication between the stagdhe

model itself implies that each stage is 100% complete before the next stage is attempted. When
talking about thestagesin the Software Development Lifecycl®awson states thatt Ay LINJ OiG A O
there is often s«¥S 2 @SNI I LJ F YR A (SN ((Ratvsbn, B0BT) TheS \Bagerfalll KS & S
modeldoes notdescribe any iteration coverlap.

3.1.3 Project Suitability

The waterfall model is completely unsuitable for the development of this project. This project has
specific endgoalshowever the requirements of the final design and implementations cannot be
known without the development of prototyped.he waterfall modeis not suitable for prototyping
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as there is no communication between each of the stages. A prototype may involve a lot of iteration
between thedesign and implementation stage. This is not possible when using the waterfall model.

Figure3.1: Waterfall model

3.2 Spiral

The spiral model is a more incremental approach to software development. It is best suited for
large projects where finish times are not knodme to itsinfinite spiralling nature The spiral model
hassimilarstagesto the waterfall model The main difference is thdtt allows the project to revisit
previous stagesthus itrecognises that requirementsr any other aspecmay not be completely
clear from the startlf this is thecase these can be corrected and amended when a new cycle of the
spiral starts.

When using the spiral modehe requirements are set as best as possiblé instead of completing

the entire project from these requirementthe objective instead is to create an initial prototype to
deliver to the users for feedback. This is a significant improvement on the waterfall model where the
user does not get to comment on the product until it is finishBg.evaluating progress atgelar
intervals it is possible to @ntify and rectify any problems before their impact spreads to other
stages in the development cycl€his iterative approach gets the user involved in the lifecycle and
enables them to adjust requirements as necesgBgehm, 1988)
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